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Abstract. We present a method for optimizing inverted index based
search engines with respect to phrase querying performance. Our ap-
proach adds carefully selected two-term phrases to an existing index.
While competitive previous work is mainly based on the analysis of query
logs, our approach comes out of the box and uses just the information
already contained in the index. Even so, our method can compete with
previous work in terms of querying performance and actually, it can get
ahead of those for difficult queries. Moreover, our selection process gives
performance guarantees for arbitrary queries. In a further step, we pro-
pose to use a phrase index as a substitute for the positional index of an
in-memory search engine containing just short documents. We confirm
all of our considerations by experiments on a high-performance main-
memory search engine. However, we believe that our approach can be
applied to classical disk based systems as well.

1 Introduction

Searching in huge collections of text documents has become an inevitable pain of
the recent information society. Therefore, the use of search engines is widespread:
The web, desktops of personal computers and large corporate databases with
millions of records are possible application scenarios. Typically, users of search
engines have access to a number of operators on which they can define their
queries. Besides the usage of Boolean operators like AND, OR and NOT, they
often ask for short phrases. The advantage is obvious: As a phrase includes a
certain relation between single search terms, the result is supposed to be closer
to the data the user has really asked for.

In the users querying behavior, it has been observed that there are usual hype

words that appear and disappear (cp. [1]). This implies a dynamics in time of
the users searching habits and makes it difficult to optimize search engines for
non-predictable (phrase) queries.

The most popular data structure for text search engines is the inverted index.
For details see [2]. It can answer Boolean queries consisting of several loosely
terms very fast. But unfortunately, phrase queries are noticeable more expensive.
A lot of work has been done in the past in order to speed-up phrase queries
on inverted indexes by adding additional information to their data structures.
Section 2 gives an overview. Of course, these improvements have a price tag



in the form of additional space consumption. This is true for high-performance
main-memory search engines more than ever. Indeed, the capacities of random
access memory of recent computer systems are increasing, but they are still
significantly smaller and more expensive than disks of classical search engine
systems.

In this paper, we present a method for carefully selecting suitable phrases
to be added to an existing inverted index. While competitive previous work is
mainly based on the analysis of query logs, our approach comes out of the box
and uses just the information already contained in the index. This implies an
advantage over previous work because (a) query logs are not available for many
real-world applications and (b) query logs are just a snap-shot of a continuously
changing querying behavior. Even so, our method can compete with previous
work in terms of querying performance and actually, it can get ahead of those for
difficult queries. Furthermore, our approach gives also theoretical performance
guarantees for arbitrary queries. We are focusing on search engines that hold
all of their data structures in main-memory, but we also give evidence that our
results can be applied to classical disc based systems as well.

The remainder of the paper is organized as follows. We give an overview
of previous related work in Section 2. Section 3 describes our phrase indexing
scheme. Section 4 gives an experimental evaluation using real world benchmark
data and Section 5 summarizes the results and outlines possible future work.

2 Related Work

Using inverted indexes and indexing phrases instead of single terms was exploited
early (e.g. [3]). However building indexes that cover all phrases within a (large)
document collection takes enormous amounts of space and time. Therefore, a
large variety of methods for selecting (short) phrases were designed. All of these
approaches attach importance of choosing as meaningful phrases as possible.
In particular, they use syntactical and statistical analyses of a given text to
extract suitable candidate phrases for the index ([3–5]) — mainly to improve
the retrieval quality in the absence of a full-text index.

Later on, various authors have contributed to speed-up phrase querying times
of (full-text) inverted indexes. So-called nextword indexes were proposed by
Williams et al. [6]. For each term or firstword, they store a list of all succes-
sors together with the positions at which they occur as a consecutive pair. In
an abstract point of view, this can be seen like adding each term pair of a
text collection as a new single term to the index. Therewith, phrase queries
can be answered four times faster than by a classical inverted index. However,
this technique requires additional 50% to 60% of the size of an inverted index.
This can be reduced to about 40% to 50% using the compression techniques of
[7] at little cost of querying speed. In order to obtain further reductions in the
memory consumption, partial nextword indexes were introduced in [8]. A partial
nextword index contains just the commonest words as firstwords. It can be used
in combination with a conventional inverted index acting as fall-back for query

2



terms that are not available through the nextword index. The use of a partial
nextword index provides evaluation of phrase queries in half the time at space
costs of additional 10% compared to an inverted index.

A combination of partial nextword index, partitial phrase index and inverted
index was proposed in [9]. The indexing process is optimized by the analysis of
a given query log. It reduces the average querying time to a quarter by indexing
the three most commonest words as firstwords and the 10 000 most common
phrase queries directly. The additional space overhead of the three-way index
combination is about 26%.

Another method based on the analysis of query logs was introduced in [10].
It divides the vocabulary into two sets: rare terms and common terms. Common
terms are the most frequent terms within the query log. All others are rare
terms. For each common term, there is a tree whose root-to-leaf paths contain
all phrases from the query log starting with that term and ending with a terminal

term. Terminal terms are defined by a lexical analysis of the query log, i.e. all
terms whose function is not a preposition, adverb, conjunction, article or pronoun
are considered to be a terminal term. The leaves point to corresponding inverted
lists. It is called a common phrase indexes and has 5% improvement in the
average query time over a partial nextword index at 1% of extra storage costs.
For queries of long phrases the improvement is even about 20%.

All of the approaches mentioned above are designed for systems that hold
major parts of their indexes on disks. Hence, the values given above apply par-
ticularly for those systems. An index data structure that is mostly kept in main
memory and which is able to answer phrase queries efficiently is the suffix array.
It stores all suffixes of a given text and can therefore answer queries consisting
of concatenated terms very fast. There are efficient compressed versions of suffix
arrays as well. However, they can not compete with inverted indexes regarding
the classical document-based search engine application at this time (cp. [11]).

3 Two-Term Phrase Indexes

We propose a phrase selecting scheme that confines itself to two-term phrases
actually contained in a document collection to be indexed. As shown in [12],
two term phrases are the most used form of text queries. Furthermore, they are
slowest on average (cp. [11]). Having them in the index, they can also be used to
speed-up queries of arbitrary lengths greater than two (cp. [13]). A generalization
of our approach to phrases consisting of more than two terms is straight forward.

The idea behind our indexing scheme is simple: We build up an inverted index
I keeping track of all occurring two-term phrases. Later on, we define a function
C((s, t)) estimating the real costs caused by evaluating a term pair query s · t
through I. We require C to be determined by properties that are also available
at querying time. We choose a suitable threshold TI indicating if the phrase s · t
is added to the index I or not.

This can be exploited to abort some queries that do not have any results
early: We estimate the costs of each two-term phrase occurring in a given query
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and determine if it should be covered by the index. If the phrase is actually
contained in the index, we replace both terms by their phrase. Otherwise, if we
can not find it, we know that the result set is empty and we are done.

3.1 Selection Criteria

Of course, there are various options to define suitable cost functions for a phrase
s · t. A straight forward approach would be to take the sum of the lengths of
their inverted lists C((s, t)) = ‖s‖+‖t‖ as this reflects the amount of memory to
be retrieved from an external storage for intersecting them. However, on main-
memory systems the minimum C((s, t)) = min{‖s‖ , ‖t‖} may be closer related
to the costs of the intersection when a form of per-list indexes is used (e.g
[14]). There are other — more sophisticated — criteria. For example, the phrase
query is often implemented as an (cheap) AND query followed by matching
corresponding term positions. Thus, a cost function could be defined as the
number of entries in the result set of the AND query. Queries that would not
profit from the phrase index could be still evaluated in nearly the same time.

However, our experiments have shown that the differences between the selec-
tion methods mentioned above are only marginal regarding the average querying
time. Nevertheless, the frequency sum based cost function is of particular theo-
retical importance:

Theorem 1 (Performance guarantee). Let IT be a two-term phrase index

and C(s, t) = ‖s‖ + ‖t‖ its selection criterion. Then, the costs of a two-term

query t1 · t2 on IT are bounded by O(T ).

Proof. Let m = min{‖t1‖ , ‖t2‖} and n = max{‖t1‖ , ‖t2‖}, then the costs of the
query t1 · t2 are given by the cost of their inverted list intersection O(m + n) <
O(T ). �

3.2 Querying Phrases

The two-term phrase index can be used to speed-up queries consisting of an
arbitrary number of terms. Similar to [13] and [8], phrase queries can be evaluated
efficiently as follows: Let t1 · t2 · ... · tn be a phrase query consisting of n terms.
Starting at t1, we replace each term ti with the phrase ti · ti+1 where possible
because ‖ti · ti+1‖ ≤ ‖ti‖. Then, we sort the sequence of terms and phrases by
increasing size of their inverted lists. Taking the smallest list as the initial result
set, the others are merged into it successively. But we skip inverted lists of each
phrase whose terms are already considered during the merge.

3.3 A Substitute for Positional Indexes

The main-memory text search engine proposed in [11] provides the functionality
of reconstructing the original text documents from its indexes. So-called bags of

words build a key component of the used algorithm. For each document there
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is a list or bag containing its terms without duplicates and without preserving
the correct order. During the reconstruction process, each element of the list is
placed according to the positional information within the indexes. This leads to
compression ratios of about 80% of the text size for popular test corpora (i.e.,
WT2g, GOV2). However, small documents consisting of just a few words achieve
only little compression (cp. [11]). Anyhow, there are real-world applications — as
for example at SAP3 — where huge amounts of short business texts like memos
or product descriptions require fast access.

Therefore, we propose an index design with slight modifications adopted to
the characteristic properties of small text documents. We purge all positional
information from the index resulting in significant space savings. We invest a
small part of that space to extend the bags of words into lists of term IDs as
they occur in the documents (including duplicates). Furthermore, we invest some
of the freed memory in building a phrase index. The phrase query evaluation
changes to the procedure as follows. We start as in Section 3.2 with modifying
the query using the phrase index. However, as we do not have a positional
index we cannot proceed with merging position-precise lists. Instead, we run an
AND query and use the string matching algorithm of [15] on the term ID lists
of the preselected documents. At the end, this results in a better compression
at constant querying performance (cp. Section 4). As a side effect, the text
reconstruction becomes much faster. We call this modified index design for small
text documents short-text index.

4 Experiments

We have made experiments evaluating the performance of the two-term phrase
index against the query log based three-way index combination mentioned in
Section 2. We used the GOV24 test collection from TREC to fill our indexes. It
consists of a crawl of a large proportion of the websites from the .gov domain
in early 2004. The total size of this corpus is 426 GB in 25 million documents.

We used four different query logs. The first two consist of the queries from
the TREC Efficiency task topics of the years 20055 and 20066. We call them
05eff and 06eff respectively. They were extracted from a real-world query log
to compare the performance of different search engine systems on the GOV2
test collection. While the 2005 query log does not match GOV2 very well, it
could be processed substantially quicker than real-world queries as it contains
many terms that occur either rarely or not at all within the GOV2 collection
(and within the documents of the .gov domain respectively). For this reason,
the 2006 queries were selected more carefully to fit the data (q.v.. [16] and [17]).

For our third query log, we used the queries from the Excite log (cp. [1]). We
extracted those of them that were explicitly indicated as phrase queries, i.e. terms

3 http://www.sap.com
4 http://ir.dcs.gla.ac.uk/test collections/gov2-summary.htm
5 http://trec.nist.gov/data/terabyte/05/05.efficiency topics.gz
6 http://trec.nist.gov/data/terabyte/06/06.efficiency topics.tar.gz
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enclosed by quotation marks. Again, these queries were originally addressed to
the whole web and not just to the sites of the .gov domain. Therefore, this query
log also has to be considered as a too positive image of the real-world. Indeed,
there are many very selective queries on the GOV2 corpus with empty or very
small result sets that can be processed very fast.

Finally, the Random query log was built using the pseudo real-world query
generation method of [11]. We selected random hits from the GOV2 test corpus
varying in their length of between two and ten terms. This is perhaps the coun-
terpart of the two easy query logs 05eff and Excite. The algorithm selects many
queries containing very frequent terms so that the result sets are supposed to be
larger than they would be in a real-world scenario.

The three-way index combination needs a training set of queries. Hence, we
split all the query logs into two parts and used the first one for training purposes.
All of our measurements were done on the second parts.

4.1 Results for Main-Memory Systems

We have implemented the two-term phrase index and the three-way index com-
bination as an extension to the main-memory search engine of [11] using C++.
All of our code was compiled by the gnu C++ compiler 4.1.2 with optimization
level -O3. Timing was done using PAPI 3.5.07. The experiments were done on
one core of an Intel Core 2 Duo E6600 processor clocked at 2.4 GHz with 4 GB
main memory and 2 × 2048 Kbyte L2 cache, running OpenSuSE 10.2 (kernel
2.6.18).

We split the GOV2 corpus into 64 about equal-sized and contiguous parts in
order to get the right amount of data assigned to one processing core of an in-

memory text search engine based on a cluster of low cost machines. Using more
than 1–2 GB of data on one core would mean investing much more money into
RAM than into processing power. For our measurements, we randomly picked
out one of the parts. The size of the part shrank after normalization to about
1.7 GB, i.e. the size of the plain text without HTML tags and non-alphanumeric
characters.

Our first experiment compares the three-way index combination (3W ) and
the two-term phrase index (2T ) based on the average querying time of the Excite
query log. Figure 1(a) shows the speed-up of the average querying times against
the space growth in relation to the classical inverted index. Following to [9], we
added the 10 000 most frequent queries of the training log to the three-way index
combination and varied the number of the most frequent firstwords between the
values 3, 6, 12, 24 and 48. For the two-term phrase index, we chose the minimum
of the inverted list lengths as selection criterion and adopted the threshold to the
space growth factors resulting from 3W. We can see that 3W is slightly faster
than 2T till an additional memory consumption of about 3/8. It must be pointed
out, that this observation has to be handled with care because in this case 3W
is benchmarked on the basis of what it was optimized for. However, this is an

7 http://icl.cs.utk.edu/papi/
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unrealistic assumption as in most cases no query logs are available or existent
query logs are not up-to-date. To simulate this situation, we also trained 3W
with the 06eff query log instead of the Excite log and compared the outcomes.
The figure shows that the facts change: The intersection with the 2T Excite line
slips down to about 1/15 and the difference beneath is marginal. Furthermore,
2T seems to scale better with increasing space factors than 3W in both cases.

In a second experiment we compared the performance on the Random query
log. The result is clear. As shown in Figure 1(a), 2T can process the query log in
about 2/3 the time compared to 3W over the entire range of additional memory.

An interesting alternative to overcome the problem of unsuitable or missing
query logs could be to use the Random query log as training set for 3W. Our
next experiment was to explore this approach. Figure 1(b) shows the average
querying times for different query logs on 2T and Random-trained 3W. As the
Random queries yield more results, the range of space growth factors is higher
compared to our previous experiments at equal parameters for 3W. Again, we
come to a clear conclusion: a Random-trained 3W can not compete with 2T.
The Excite and 05eff query log are about 2 and 1.6 times faster on 2T than on
3W. For the more difficult 06eff query log the speed-up of 2T is even up to about
2.25 times higher than that of 3W.

Indexes for small documents. We have also implemented the ideas of the
short-text index of Section 3.3 where we have proposed to use the two-term
phrase index as a substitute for the positional information within the index.
This somewhat unconventional application of two-term phrase indexes can be
used to reduce the memory consumption of an index. In our experiments for that
approach we used the WT2g.s test collection which was already used in [14]. It
contains short documents as it is derived from the WT2g8 corpus by interpreting
each sentence of the plain text as a single document. The total size of the text
of WT2g.s is about 1487 MB. The average document size of this test collection
is 25.6 terms. However, about 2000 of its more than 10 million documents were
much larger than that size. They occupied more than 30 MB in total, so we
truncated them to the size of N = 1024 terms each.

We compared the short-text index with the classical positional index. Table 1
shows the average querying times as well as the worst-case querying times for
different query logs on both indexes. The short-text index without any additional
phrases needs about 60% of the size of the positional index. We put phrases
to the short-text index and measured the query log running times at different
thresholds. As we can see in the table, by just investing about 17% of additional
memory the short-text index has already better performance characteristics than
the positional index.

8 http://ir.dcs.gla.ac.uk/test collections/access to data.html
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Table 1. Plain positional index vs. plain phrase index on WT2g.s

pos. index phrase index no phrases

size [MB] 1460.683 ×1.0 ×0.9 ×0.8 ×0.7 ×0.6

av
g
.
[m

s] 05eff 0.614 0.186 0.260 0.386 0.592 0.987
06eff 0.687 0.120 0.178 0.296 0.487 0.804
Excite 1.193 0.298 0.475 0.765 1.179 2.200
Random 23.985 0.943 1.249 2.097 5.062 63.118

w
.-
c.

[m
s] 05eff 133.715 125.715 125.707 124.203 125.721 424.127

06eff 88.123 13.445 19.181 67.683 81.101 366.231
Excite 211.793 17.699 22.039 45.536 108.050 697.359
Random 1917.584 109.618 109.575 109.605 178.414 4276.635

4.2 Valuations for External Memory Systems

Unfortunately, we do not have a suitable external memory implementation of
our search engine. However, in order to get an idea of the performance on those
systems, we measured the memory size of involved inverted lists for each query.
We believe that this is a good estimation for the performance of disk based
systems as it reflects the costs for retrieving the lists from an external storage.
The phrase index construction could be as follows: Write all term(-ID) pairs
during the standard indexing process to the disk. Iterate through them and
check if a phrase has to be added. If so, lookup the phrase in the index to avoid
that a query is executed twice. If it is not yet present, do the search and add the
outcomes. We report corresponding results to our main-memory experiments.
As selection criterion for 2T, we used the sum of the sizes of two inverted lists.
Again, we normalized all values against those of the classical inverted index.

Figure 2(a) shows the average fraction of the memory touched during the
queries. First of all, we can see that a 06eff-trained 3W loses a constant factor
compared to an Excite-trained 3W. It is a similar characteristic as we already
observed in the main-memory case. Nevertheless, even the worse trained 3W
can process the (easy) Excite query log requiring a smaller amount of accessed
memory than 2T. However, the advantage shrinks when investing more addi-
tional space. For the Random log, we can observe again that 2T beats 3W. This
is also true in Figure 2(b), where it is shown that 2T touches less memory than
a Random-trained 3W for all query logs.

We are aware of the fact that the amount of data used in our experiments
is to small for real-world external memory search engines. Therefore we tried
to identify a behavior of 2T and 3W for larger data sets. Figure 3 shows the
average of touched memory for different-sized data sets using the parameters of
the middle growth factor of Figure 2(a). More precisely, we indexed a quarter,
the half and the double amount of data compared to our previous experiments.
It seems that all of the lines converge to a certain fraction value. Unlike all
others, the advantage of 2T on the random query log shrinks with increasing
data volume, but its limit seems to be still lower than that of 3W.
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5 Conclusion

Our experiments have shown that our two-term phrase indexing scheme can be
used to achieve significant query time speed-ups without the assistance of query
logs. In particular, the costs of more expensive and difficult queries could be
halved when investing additional 13% of space for the indexes on our main-
memory search engine. A query log based approach can only achieve a factor
of about 0.9 given that amount of space. Even so, query log based approaches
perform better on simple and very selective queries. However, we believe that it
is more important to speed-up difficult queries that fit the data than reducing
the costs of queries that are fast anyway.

On external memory based systems, the reduction of querying costs are even
higher. In this point our estimations for those systems coincide with previous
work. Furthermore, we arrive to similar conclusions as in our main-memory case.
Query log based approaches can process easy queries slightly cheaper, but our
two-term phrase index beats them clearly for difficult queries.

Of course, it would be very interesting to try our approach on a disk based
implementation of a search engine in order to get away from relying on approx-
imate estimations. Other fascinating future work would be to investigate on the
query evaluation heuristics of Section 3.2. There is previous work (cp. [13]), but
unfortunately we are not aware of a theoretical well-grounded study. There is
perhaps a certain dependency between the optimization of the query evaluation,
the preferable phrase selection criterion and the storage type of the underlying
search system.
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